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The Enron Email Dataset

You can get it! http://www.cs.cmu.edu/˜ enron

147 User Folders

Half a million messages from ˜ 2, 000 authors

˜ 250, 000 are distinct

Privacy issues clash with scientific value
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SNA on Enron Email

Small-world:six degrees of separation
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SNA on Enron Email

Emails Sent Network

Linear Illumination

Small-world:six degrees of separation

Node degree: Probability a user has
exchanged k emails

P (k) ∝ exp(
(k − kavg)2

2σ2 ) ?
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SNA on Enron Email

Emails Sent Network

Log Illumination

Small-world:six degrees of separation

Node degree: Heavy-tailed
distribution

P (k) ∝ k−γ !
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SNA on Enron Email

Emails Sent Network

Log Illumination

Small-world:six degrees of separation

Node degree: Heavy-tailed
distribution

Role discovery possible through topol-
ogy
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The Stochastic Equivalence Hypothesis

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

1 : joe.stepenovitch�enron.com

2 : larry.campbell�enron.com

3 : paul.thomas�enron.com

4 : lynn.blair�enron.com

5 : stanley.horton�enron.com

6 : rod.hayslett�enron.com

7 : shelley.corman�enron.com

8 : danny.mccarty�enron.com

9 : tracy.geaccone�enron.com

10 : drew.fossum�enron.com

11 : kevin.hyatt�enron.com

12 : bill.rapp�enron.com

13 : paul.y’barbo�enron.com

14 : kimberly.watson�enron.com

15 : steven.harris�enron.com

16 : teb.lokey�enron.com

Emails Sent - Partition Listing

Email-Sent Network can be turned into probability you sent someone email.

We can calculate the ‘distance’ between two nodes in the network using this
distribution: Pyou(sent email to others) ⇔ Pme(sent email to others)

You have the same role as another node if you are “stochastically equivalent”
[Lorrain and White,1971].
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Bayesian Inference

Coin tossing: Heads or Tails with P (H) = θ

Given a particular toss sequence: s = H, H, T, . . . , H

What is our estimate for θ?

Many choices possible, each good for different tasks.

Familiar choice: the Maximum Likelihood Estimate (MLE)
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The MLE Estimate

Likelihood of the data:

L(s) = θNH (1 − θ)NT

Maximizing likelihood with respect to θ leads to the familiar formula:
d

dθL = 0 → θ̂MLE = NH

NH +NT

But the MLE is very noisy, particularly for situations like language where rare
events are common and event counts are small.
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Bayes: Marginalize model uncertainty

We flip a thumbtack once, it comes up heads: What’s your bet for tails?

Bayesian approach:

P (θ | s, N,H) =
P (s |N, θ)P (θ |H)

P (s |N,H)
(1)

θNH (1 − θ)NT

P (s |N,H)
(2)

We can use this to calculate P (H | s, N) - under the uniform prior we get Laplace’s
rule [Mackay, 2002]

NH + 1

NH + NT + 2
(3)
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Language Modeling

Treat any linguistic object as a bag of words (ideal gas):
P ({w1, w2, . . . , wN}) =

�N
n=1 pu(wn)

Unigram Distribution for Tiny Enron Dataset

10 100 1000
Word Rank

0.00005
0.0001
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Word Prob
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Modeling the Enron Data

How many parameters for the Tiny Enron Dataset?

Number of pairs: 138 < 162 = 256

Size of Vocabulary: 7, 295

Number of word tokens: 101, 466

Modeling every observed pair:
‖V ‖ × ‖# of pairs‖ = 7, 295 × 138 = 1, 006, 710

Even if every event was equally probable, I won’t see over 90% of the probabilities
I’m estimating
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The Author-Recipient-Topic Model

Whole email corpus: |T | unigram distributions - ‘topics’

Each author-recipient pair has mixture weights for picking a topic:
‖T‖ × ‖V ‖ + ‖T‖ × ‖# of pairs‖ = ‖T‖(7, 295 + 138) ≈ 101, 466

p(ωe, re, te|ad,Re, Θ, Φ) =

|D|

iw=1

p(re
iw

|Re)×

p(te
iw

|θ(ae, re
iw

)) × p(ωe
iw

|φ(te
iw

))

(4)
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Latent Dirichlet Allocation

Go Bayesian! Integrate out uncertainty over parameters.

p(Θ,Φ, re, te, ωe|τ, β, ad,Re) = p(Θ|τ)p(Φ|β)×

p(ωe, re, te|ad,Re, Θ, Φ)
(5)

Pick P (φ |β) = Dirichlet and P (θ |τ) = Dirichlet [Blei et al, 2003].

β → ∞ ⇒ uniform distribution.

β → 0 ⇒ “bursty” distribution.
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Monte Carlo Simulation

Inference impossible even with this model!

Marginal distributions can be done exactly

p(ri |ω, r−i, t) ∝
n

ti
ri

+ τti�

t′(n
t′
ri

+ τt′)
(6)

p(ti |ω, r, t−i) ∝
n

ωv

ti
+ βv

�

v′(nv′

ti
+ βv′)

×
n

ti
ri

+ τti�

t′ (n
t′
ri

+ τt′ )
(7)

Gibbs Sampling simulations possible! [Steyvers et al, 2004;Neal, 1995]
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Posterior Distributions

The Monte Carlo simulation gives us the posterior distributions for:

topic word distribution: n
ωv

t

author-recipient pair topic weights: nt
a→r

What are the ‘topics’?

Do you use the same topic weights as me?
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Topic Distributions

Topic 5 Topic 17 Topic 27 Topic 45

“Legal Contracts” “Document Review” “Time Scheduling” “Sports Pool”

section 0.0299 attached 0.0742 day 0.0419 game 0.0170

party 0.0265 agreement 0.0493 friday 0.0418 draft 0.0156

language 0.0226 review 0.0340 morning 0.0369 week 0.0135

contract 0.0203 questions 0.0257 monday 0.0282 team 0.0135

date 0.0155 draft 0.0245 office 0.0282 eric 0.0130

enron 0.0151 letter 0.0239 wednesday 0.0267 make 0.0125

parties 0.0149 comments 0.0207 tuesday 0.0261 free 0.0107

notice 0.0126 copy 0.0165 time 0.0218 year 0.0106

days 0.0112 revised 0.0161 good 0.0214 pick 0.0097

include 0.0111 document 0.0156 thursday 0.0191 phillip 0.0095
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Topic Weights and Roles

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

1 : joe.stepenovitch�enron.com

2 : larry.campbell�enron.com

3 : paul.thomas�enron.com

4 : lynn.blair�enron.com

5 : stanley.horton�enron.com

6 : rod.hayslett�enron.com

7 : shelley.corman�enron.com

8 : danny.mccarty�enron.com

9 : tracy.geaccone�enron.com

10 : drew.fossum�enron.com

11 : kevin.hyatt�enron.com

12 : bill.rapp�enron.com

13 : paul.y’barbo�enron.com

14 : kimberly.watson�enron.com

15 : steven.harris�enron.com

16 : teb.lokey�enron.com

Inverse KL -- Tiny Enron Set
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Emails Sent - Partition Listing

ART correlates with emails sent: R = 0.32
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Distance Prob Email Sent

ART correlates with emails sent: R = 0.32

ART discovers equivalences missed by stochastic equivalence
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Distance Topic Marginal -- Block Listing
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ART correlates with emails sent: R = 0.32

ART discovers equivalences missed by stochastic equivalence
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Future Work

The Enron Email Dataset is the mother lode!

Statics → dynamics.

How can we bring out roles?

Are there other abstractions needed? ‘Groups’ send
each other email?
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