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Problem Description 

 

Given a parameterized retrieval model, set of queries, relevance judgments, and 

an evaluation metric, what is the best way to estimate the model parameters? 

Problem Description 

 

Given a retrieval model, how is the effectiveness of the model affected by     

perturbations of the optimal parameter setting?  

Problem Description 

 

Given a parameterized retrieval model and parameter setting that was learned 

on collection C / query set Q, how effective is the model when evaluated on 

collection C / query set Q’ (intracollection) or collection C’ / query set 

Q’ (intercollection)? 

A Dual View of the Parameter Space 

 

The parameter space can be viewed geometrically (evaluation metric surface) or 

statistically (posterior distribution over optimal parameter settings). 

Parameter Selection Techniques 

 

 Maximum metric — Choose parameter that maximizes metric. 

 Maximum a posteriori ð Choose parameter that is mode of posterior. 

 Bayesian — For each query, sample parameter from posterior. 

Sensitivity Measures 

 

We measure sensitivity along two dimensions using the entropy and spread of   

P(ɗ* | T). The entropy captures the general ‘flatness’ of the distribution and the 

spread captures how the effectiveness varies over the support of the distribution. 

 

Very little difference in parameter selection techniques. Both maximum metric 

and maximum a posteriori estimation techniques perform almost identically. 

However, for multi-modal distributions, sampling techniques may be a better 

choice. 

Estimating the Posterior Using Bootstrapping 

Results 

 

Language modeling (Dirichlet) and axiomatic (F2EXP) models are generally 

less sensitive than BM25 or dependence models. 

Results 

Results 

Language modeling (Dirichlet) and dependence models exhibit better              

intercollection generalization properties than F2EXP and BM25. 

 

Less sensitive models do not necessarily generalize better. The most important 

characteristic is how the posterior (or metric surface) changes across query sets 

and/or collections. 

Generalization Measures 

 

We measure a model’s generalization properties by measuring how close to op-

timal a learned parameter is on a test set. 

 

Given a trained model, let m’ be the actual evaluation metric observed on the 

test set and m* be the optimal (largest) evaluation metric possible under the 

given model. Then, effectiveness ratio (G) is defined as: 
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Intercollection G for F2EXP model Intercollection G for dependence model 

Intracollection G for all  models 

BM25 generalizes the best across query sets on the same collection, coming 

within 1% of the optimal effectiveness on average. 


