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The Need for Feature Selection

Many IR models use implicitly defined or
manually chosen features

New tasks and data sets often require the use of
different features

Infeasible to manually select best feature set for
all new data set and tasks

Other advantages

— Reduce number of unnecessary/redundant features
— Limit overfitting

— Increase training speed



Related Work

* Feature selection/induction for machine
learning

— Markov random fields
— Conditional random fields
* Feature selection/induction for information
retrieval
— Genetic algorithms
— Result fusion



Goals

* Design a general algorithm that can be applied
to various:

— Model types

— Learning paradigms
— Feature sets

— Retrieval metrics

 We are not interested in...
— Automatically learning new weighting schemes
— Finding globally optimal solution



Feature Selection for
Linear Feature-Based Models

* Proposed algorithm:
— Input: pool of features
— Begin with an empty model

— Until some stopping criteria is met,

* For each feature in the pool,
— Temporarily add feature to the current model

— Holding all other parameters fixed, train the augmented model to
maximize/minimize some metric

— Score feature according to how much it improved underlying
metric

* Add best feature to the model and remove from feature pool
e Retrain the entire model (optional)



What models can be used?

* Any linear feature-based retrieval model

 Linear feature-based retrieval models

— Any model that reduces to a linear (with regard to
the model parameters) form after a series of rank-
preserving transformations are performed on it

 Examples
— Linear discriminant model
— Maximum entropy model
— Markov Random Field model



What learning methods can be used?

Direct Maximization
Perceptron Learning
RankNet

SVM-based Optimization
— Precision at k

— nDCG

— Mean average precision




Feature Selection Experiments

 Model
— MRF model for IR

* Learning

— Direct maximization

* Experiments
— Training vs. No Retraining
— Number of Features
— Automatic vs. Manual Feature Selection



Markov Random Field Model
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Feature Set

Term features
— LM (Dirichlet) and BM25 weighting
Ordered window features
— Apply to ordered sets of query terms (adjacent or all subsets)
— Various window size (1, 2, 4, 8, 16, 32)
— LM and BM25 weighting
Unordered window features
— Apply to unordered sets of query terms (adjacent or all subsets)
— Various window sizes (1, 2, 4, 8, 16, 32, unlimited)
— LM and BM25 weighting
Total of 48 features



06 Nov 2007

No Retrain Retrain
Train Test Train Test
AP 0.1863 | 0.2266 | 0.1865 | 0.2246
WSJ 0.2700 | 0.3553 | 0.2703 | 0.3543
ROBUSTO04 | 0.2387 | 0.3079 | 0.2391 | 0.3065
WT10G 0.2344 | 0.2129 | 0.2357 | 0.2140

No significant change in training or test set effectiveness.
There is little evidence that retraining is useful.

Training vs. No Retraining

Training and test set mean average precision values for retraining and no

retraining.
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Training (blue) and test (red) set mean average precision versus number
of features added to model for AP (left) and GOV2 (right) data sets.
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/" wsl (FI, Top, BM25) : 0.5864 )
(SD, Ugp, BM25-U-1) : 0.3746
(FD, Uop, BM25-U-32) : 0.0193
(FI, Top, LM) : 0.0196
\_ (FD, Ugp, BM25-U-unlimited) : 0.0001/
/ WT10G (FI, Top, BM25) : 0.8138
(FD, Uop, LM-U-8) : 0.0001
(SD, Ugp, BM25-U-unlimited) : 0.0090
(FD, Uop, BM25-U-8) : 0.1575
_ (SD, Ogp, BM25-0-8) : 0.0196

Feature Selection Analysis

The order that features were selected, and their respective weights, for

the WSJ and WT10G data sets.
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LM BM25 | MRF-FD | MRF-BM25 | MRF-FS
AP 0.2077 | 0.2149 0.2147 0.2210 0.2266
WSJ 0.3258 | 0.3332 0.3425 0.3512 0.3553
ROBUSTO04 | 0.2920 | 0.2892 0.3096 0.3101 0.3079
WT10G 0.1861 | 0.1948 0.2053 0.2129 0.2129
GOV2 0.2984 | 0.2971 0.3325 0.3476 0.3398

MRF-FS > all other models for AP, WSJ
MRF-FS > LM and BM25 for ROBUST04, WT10G, and GOV?2

Automatic vs. Manual Feature Selection

Comparison of test set mean average precision for language modeling (LM),
BM25, MRF model using language modeling weighting (MRF-SD), MRF model
using BM25 weighting (MRF-BM25), and MRF learned using our proposed
feature selection algorithm (MRF-FS).
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Conclusions and Future Work

Proposed a simple, greedy feature selection
technique for maximizing IR metrics

Technique is highly effective and reduces the
need for automatic feature selection

Effectiveness plateaus after adding only a small
number of features

Future work

— Use richer feature sets and learning techniques

— Combine with Latent Concept Expansion (MRF query
expansion technique) to further improve effectiveness



QUESTIONS?



